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Purpose 
This document provides guidance to Victorian Public Health Services (VPHS) on proportionate, risk‑based governance models for the use of artificial intelligence (AI). It is intended to support health services to establish and apply appropriate local governance arrangements for AI solutions used in clinical and non‑clinical settings. 
This document should be read in conjunction with:  
Victorian Clinical Governance Framework[footnoteRef:2] [2:  <https://www.safercare.vic.gov.au/best-practice-improvement/clinical-governance/framework>] 

Standards for the use of AI in Victorian Public Health Services[footnoteRef:3] [3:  <https://www.health.vic.gov.au/digital-health/artificial-intelligence-in-victorian-public-health-services>] 

Roles, Responsibilities and Escalation Pathways for AI in Victorian Public Health Services[footnoteRef:4] [4:  <https://www.health.vic.gov.au/digital-health/artificial-intelligence-in-victorian-public-health-services>] 

This guidance should be applied in a way that supports Victoria’s commitment to Aboriginal self‑determination, including relevant Closing the Gap commitments and the Aboriginal Health and Wellbeing Partnership Agreement and Action Plans.
Governance Requirements
Robust governance of new and existing AI solutions is essential to ensure safe and effective implementation. While national and state frameworks provide important standards and guidance, health services are accountable for local implementation and oversight.
Guiding principles
Health services should ensure the following conditions are met when considering the use of AI: 
The AI solution provides measurable benefits over existing alternatives, such as improved clinical outcomes, improved resource management, reduced administrative burden, enhanced patient experience, increased access to services and allocative efficiency.
Risks, including clinical, financial and security, are minimal or demonstrably outweighed by the benefits. 
Frameworks and processes for safe and responsible AI management, oversight and deployment are in place. For example, arrangements covering clinical governance, privacy and data governance, cyber security, ethics, procurement and lifecycle monitoring.
Governance arrangements recognise cultural safety and equity as central to improving Aboriginal health and wellbeing outcomes. This is best achieved by recognising indigenous data governance as a mechanism to embed indigenous data sovereignty principles in practice.
Implementation aligns with local governance standards and is sustainable within the existing digital architecture and technical capability.
Appropriate training and ongoing monitoring are provided to ensure safe and effective use by the workforce. 
The use of AI complies with the Commonwealth’s 2022 AI Ethics Principles[footnoteRef:5].  [5:  <https://www.industry.gov.au/publications/australias-artificial-intelligence-ethics-principles/australias-ai-ethics-principles>] 

Triage assessment for AI solutions
AI solutions can have a wide range of clinical, operational, ethical and organisational impacts. Given the growing number of available AI-enabled solutions, and the resources required to undertake a full governance assessment, health services are encouraged to adopt a triage-based approach.
The triage process is intended to be the first formal governance step for proposed AI solutions and supports safe and proportionate oversight by enabling health services to determine whether a solution should proceed. Where a solution is suitable to proceed, the triage process supports right‑fitting governance effort to the solution’s intended use, risk profile, complexity, and potential impact, avoiding unnecessary burden for lower‑risk use cases. 
The outcome of the triage process may include:
a determination that the AI solution should not proceed at this time.
identification of a limited and targeted set of governance requirements, drawing on existing approval, privacy, cyber security, clinical, or technology governance processes; or
identification of the need for a more extensive, structured governance evaluation prior to implementation.
To support health services in applying a consistent and practical triage approach, two complementary frameworks have been adapted from established VPHS practices:
Appendix 1 focuses on high‑level considerations relating to value, financial implications, and organisational and technical readiness. Its purpose is to support a rapid determination of whether a proposed AI solution should be progressed for further assessment, or whether it should not proceed at this time.
Appendix 2 applies six risk‑based questions to assess the potential impact and risk profile of the AI solution. The responses are intended to inform the scope and depth of governance activities required, including whether a more comprehensive, multidisciplinary governance evaluation is appropriate.
Minimum Governance Components 
Irrespective of the level of risk, a minimum governance evaluation must be completed as outlined below prior to the implementation of any AI Solution. The minimum governance evaluation reflects practices already familiar to health services in the adoption of digital health technologies. These steps are expected to align with existing technology approval, safety, privacy, cybersecurity, and clinical governance processes and may be embedded within established digital health or technology oversight structures.
Value, benefit and risk
The value of adopting AI solutions varies across organisations, specialties, and individual use cases. While some AI solutions are highly promoted, health services should be able to demonstrate their actual benefit and value. 
Before implementing an AI solution, health services should:
Establish clear objectives, evaluation criteria and metrics to evaluate the impact, effectiveness and safety of the AI solution.
Ensure ongoing investment is justified through measurable clinical, operational or system-level outcomes. 
Apply appropriate and robust evaluation or research methodologies to assess and quantify value prior to scaling into routine use.
Evaluate each use case to ensure the AI solution is fit for purpose for the specific clinical, operational, and population context in which it will be used.
Ensure data inputs and variables, including proxy variables, are appropriate for the intended use case and do not introduce unintended bias, safety, or equity risks.
Ensure evaluation includes consideration of performance and safety for diverse populations, including Aboriginal and Torres Strait Islander peoples where relevant. Where evidence is limited or not applicable to the Victorian context, local validation and bias assessment (for example, with Aboriginal community controlled organisations) should be undertaken prior to scaling into routine use.
Exercise caution when adopting AI solutions proven in other health services, jurisdictions, or industries without local validation and risk assessment. 
Privacy impact assessments
Health services should undertake a threshold assessment to determine whether a Privacy Impact Assessment (PIA) is required. Given the potential for AI solutions to involve large volumes of personal, sensitive, or health information, health services are strongly encouraged to apply a low threshold when deciding to undertake a PIA. Data used in AI solutions that is de‑identified or pseudonymised may still present a risk of re‑identification and this risk should be considered as part of the threshold assessment.
Where a PIA is completed, health services are encouraged to share their completed assessments with the department, which can serve as a reference for other health services to adapt to their specific needs.
Conducting a PIA allows health services to proactively identify and mitigate potential privacy risks associated with the use of AI solutions. A PIA ensures the health service is aware of the ways in which personal information is collected, used, and stored, and assists in determining if appropriate safeguards are in place to protect data and information. Through this process, health services can develop targeted risk mitigation strategies, maintain transparency with patients, and build trust in the use of technology. 
The PIA process also assists health services to demonstrate compliance with applicable privacy and information handling obligations, including the Privacy and Data Protection Act 2014 (Vic) and the Health Records Act 2001 (Vic), and reduces the likelihood of privacy incidents and associated regulatory, reputational, or clinical impacts.
Guidance on undertaking a PIA, including a template to undertake an assessment can be found at the Officer for the Victorian Information Commissioner website[footnoteRef:6] [6:  <https://ovic.vic.gov.au/privacy/resources-for-organisations/privacy-impact-assessment/>] 

Cyber security 
Health services should apply a standards-based approach to cyber and information security in the implementation and operation of AI solutions. This includes adherence to the Department of Health’s Health Sector Cybersecurity Baseline Controls. 
Aligned with these controls, health services must ensure that all personal, sensitive, and health information associated with AI solutions is appropriately protected throughout its lifecycle, including when data is stored, transmitted, accessed remotely, or processed using cloud‑based services.
Health services should ensure that AI solutions are explicitly incorporated into existing cyber security and incident response Standard Operating Procedures (SOPs). This includes defined procedures for the identification, reporting, escalation, investigation, and resolution of AI‑related security incidents or data breaches, including those involving unauthorised access, data leakage, unintended data use, or compromise of AI models or supporting infrastructure.
Health services must also ensure that vendors supplying AI solutions comply with Victorian public sector cyber security requirements and do not utilise any third‑party services or platforms that are prohibited for use within the Victorian public sector.
Data governance 
In accordance with Health Records Act 2001 (Vic) and Privacy and Data Protection Act 2014 (Vic), health services should prioritise AI solutions that store and process data in Australia. Where data is stored or processed overseas, health services must ensure that equivalent privacy and security protections are applied, consistent with Australian Privacy Principle 8, including appropriate contractual and technical safeguards.
Data shared with AI solutions should be limited to what is necessary to support the intended clinical or operational workflow. Non‑essential artefacts created during the operation of an AI solution should be discarded as soon as practicable and managed in accordance with organisational data retention and disposal policies. Health services should work with vendors to ensure that data retention and disposal requirements are clearly defined and enforceable within vendor contracts. Under no circumstances should vendors be permitted to sell or on‑sell health service data.
Health services must ensure AI solutions comply with Indigenous data governance practices, including appropriate arrangements that recognise Aboriginal control over the collection, access, use and application of data. The National Indigenous Australians Agency (NIAA) Framework for Governance of Indigenous Data[footnoteRef:7] provides further information on the expectations and frameworks to support appropriate Indigenous data sovereignty in public services.  [7:  <https://www.niaa.gov.au/sites/default/files/documents/2024-05/framework-governance-indigenous-data.pdf>] 

Health services should not routinely permit vendors to use patient data, including de‑identified or pseudonymised data, for the purpose of training or retraining AI models. Such use should only be considered in circumstances where there is a clear public or clinical benefit, explicit governance approval, and appropriate contractual, technical, and ethical safeguards in place. Data relating to user interaction with an AI solution (e.g., corrections, changes in formatting style) can be used for quality assurance and system improvement purposes.
Where an AI solution leverages patient data for model training, the health service is responsible for ensuring:
All identifying and re‑identifiable information is removed from the data prior to use.
Data governance arrangements include explicit consideration of re‑identification risk and the implementation of appropriate technical, contractual, and organisational controls to mitigate this risk.
The level of control applied is proportionate to the sensitivity of the data and the potential for harm arising from downstream use or inference.
Informed, explicit consent is obtained from the patient where their data is proposed to be used by a commercial third‑party vendor for model training or retraining beyond the specific, approved use case.
Where model training or retraining occurs as part of a health service led research, evaluation, or quality improvement activity, data use must be approved through the appropriate governance pathway, including Human Research Ethics Committee approval where applicable.
Patient consent and transparency
The use of AI solutions in clinical and non‑clinical settings must align with existing legal, ethical, and clinical consent frameworks. The use of AI to support clinical decision‑making does not, in itself, require separate patient consent, provided it does not materially alter the nature of care, risk profile, or decision‑making process beyond what would ordinarily require disclosure under informed consent principles.
It is acknowledged that determining when the use of AI constitutes a material change requiring disclosure or patient consent, may not always be clear. Where the use of an AI solution materially influences clinical decision‑making, introduces novel or non‑obvious risks or potential biases, or departs from standard models of care in a way that a reasonable patient would expect to be informed about, health services should ensure this is disclosed as part of the clinical consent process. 
The secondary use or sharing of identifiable patient data, or de‑identified data where there is a risk of re‑identification, requires informed and explicit patient consent unless otherwise authorised by law.
Health services should support transparency by ensuring that patients are provided with clear, discoverable information, presented in formats patients can understand, about how AI is used in care delivery, and where relevant how their data is protected. Additional transparency measures, such as labelling or identification of AI‑generated content, may be appropriate for higher‑risk AI use cases, including those that interact directly with patients or the public.
Staff support and workflow 
The implementation of AI should be accompanied by appropriate staff training that addresses tool functionality, limitations, and safe use within the relevant clinical or operational context. As AI solutions increase in accuracy and sophistication, there is a risk of automation bias, whereby staff may place undue reliance on AI‑generated outputs without appropriate critical review. Training should, therefore, reinforce professional judgement and accountability, and clearly articulate that AI solutions support, rather than replace, human decision‑making.
AI solutions should be integrated into existing workflows through a structured change management process. This process should identify and address impacts on roles, responsibilities, and work practices, and ensure that AI‑enabled workflows are safe, understood, and sustainable. 
For AI solutions used in clinical contexts, workflow design and implementation should:
Identify points at which mandatory human review or verification is required.
Clearly define restrictions, limitations, and appropriate uses of the AI solution.
Define and maintain contingency processes to ensure continuity of care or operations if the AI solution is unavailable, degraded, or withdrawn, particularly where the AI solution forms part of routine clinical or operational workflow.
Establish mechanisms to monitor for inappropriate reliance on AI outputs and respond to patterns of use that may indicate over‑reliance, misuse, or drift from intended clinical or operational workflows.
Comprehensive Governance Evaluation  
Where the triage process identifies that an AI solution presents higher potential risk, complexity, or impact, health services should undertake a more extensive and structured governance evaluation prior to implementation. This may include AI solutions that materially influence clinical decision‑making, automate or significantly shape operational decisions, interact directly with patients, or involve complex data, ethical, or regulatory considerations.
To support consistent and robust evaluation of higher‑risk AI solutions, the Victorian Department of Health endorses the AI Governance Review Checklist developed by the Digital Health Cooperative Research Centre (CRC), Bayside Health (Alfred), and Macquarie University. This checklist provides a comprehensive, evidence‑based framework for assessing AI solutions across key domains, including ethical considerations, transparency and explainability, bias and equity, data governance and security, clinical safety, regulatory compliance, and integration into clinical or operational workflows.
The Digital Health CRC checklist is intended to be used as a guiding framework, rather than a rigid or uniform requirement. Health services may apply the checklist in a proportionate manner, taking into account:
the intended use and context of the AI solution.
the level of risk and potential impact identified through triage.
existing governance processes or approvals already undertaken (for example, privacy, cyber security, data governance, clinical safety, or research ethics).
The endorsed AI Governance Review Checklist and supporting guidance are made available to VPHS through the Department of Health.
Ongoing Monitoring of AI solutions 
The adaptive nature of many AI solutions means that a one-off assessment at the point of implementation is not sufficient to maintain ongoing safety, effectiveness and compliance. By design, some AI solutions may change over time through updates, performance drift, or retraining, which means that the solution in operation may differ materially from the version that was originally assessed and approved. In addition, patterns of use and reliance may evolve over time, with changes in how staff interact with AI outputs or integrate them into workflows potentially introducing new or unforeseen risks.
In addition, many AI solutions deployed in healthcare are not inherently limited to a single use case. Solutions that demonstrate value in one context may be adopted or repurposed for additional clinical or operational scenarios that were not considered in the original governance assessment, potentially introducing new or unforeseen risks.
For these reasons, health services must ensure that AI solutions in use are subject to ongoing monitoring and periodic re‑assessment. The AI governance function within each health service is responsible for establishing processes to regularly review AI solutions, including their performance, safety, scope of use, and compliance with approved purposes, and to trigger additional governance review where material changes or new use cases are identified.
Incident management and escalation
AI‑related incidents, near misses, or safety concerns must be managed through the health service’s existing clinical incident, risk management, or cyber security escalation processes, as appropriate. Health services should ensure that staff understand how to identify, report, and escalate concerns related to AI solution performance or use. Further information can be found in Roles and Responsibilities for AI Stewardship in Victorian Public Health Services 
Benefits management
In addition to safety and performance monitoring, health services should periodically review whether AI solutions continue to deliver the benefits identified at the time of approval. Benefits should be assessed against the original objectives, evaluation criteria, and metrics defined during the pre‑implementation assessment, and proportionate to the risk and scale of the AI solution.
Where anticipated clinical, operational, or system‑level benefits are not being realised, health services should consider whether the AI solution requires modification, further evaluation, or decommissioning. Accountability for benefits monitoring and decisions to continue, scale, modify, or discontinue AI solutions rests with the health service through its established governance arrangements and the approved executive or clinical owner.
Governance Structure 
It is acknowledged that the structure of governance will vary across health services, reflecting differences in size, capability, scope, and existing clinical and corporate governance structures. Some services may choose to incorporate AI oversight into existing governance structures, while others may establish a dedicated AI governance function. Accordingly, this guideline does not prescribe a specific governance structure. Instead, health services should ensure their chosen governance arrangements incorporate the following core components. 
The AI oversight structure should include sufficient expertise to support informed decision‑making. At a minimum, the following areas should be represented, either directly within the governance body or through clearly defined advisory pathways: 
Clinical representation aligned to the intended use case
Consumer perspectives, including Aboriginal representation where AI solutions use Aboriginal data or may impact Aboriginal communities
Executive or health service leadership
Workforce change management and training
Cyber security and information privacy 
Risk management
Legal 
Ethics
IT and digital infrastructure
Data and analytics
The governance structure should be appropriately integrated with other relevant oversight functions, including but not limited to new technologies approval, data governance, clinical governance, procurement, research governance, and digital health strategy to avoid duplication and ensure coherent decision‑making.
The relevant committees and roles outlined in the governance structure must be authorised to assess new AI solutions, support implementation and be responsible for the ongoing monitoring of AI solutions within the health service.
Shared governance structures 
For some health services, particularly smaller, regional, or rural services, the capacity to establish or sustain a dedicated AI governance function may be limited. In these circumstances, shared or collaborative governance arrangements may be appropriate. This may include shared oversight structures across services within a Local Health Service Network (LHSN), Rural ICT Alliance or partnerships with larger services that have greater digital and governance capability. 
While shared governance arrangements are supported, the process must ensure the following are retained:
Financial commitments – costs associated with the AI solution, including implementation, maintenance and training must be approved by the health service.
Privacy impact assessments – while elements of a PIA can be shared, each health service must assess and address privacy risks specific to its own setting, systems, and patient population.
Cyber security – prior to implementation, a cyber security assessment specific to individual health services and their data environment must be conducted. 
Clinical governance approval – AI use in clinical practice must be approved through the health service’s local clinical governance processes.
Building Health Service Capability
Digital maturity and organisational capability are key determinants of the safe and effective implementation of AI solutions across health services. This section outlines mechanisms to support readiness and support workforce capability development. 
Maturity assessment 
AI capability and organisational readiness vary significantly across Victorian public health services. Understanding local capability is an important enabler of the safe, effective, and sustainable use of AI.
To support a consistent and pragmatic approach to assessing readiness, the Victorian Department of Health endorses an AI Maturity Checklist developed by the Digital Health CRC, Bayside Health (Alfred), and Macquarie University. The checklist is intended to support health services to reflect on their current capability and readiness for AI, rather than to rank or compare organisations.
The AI Maturity Checklist:
Is informed by international maturity models and tailored for application within Australian health services.
Assesses capability across key domains including culture, governance, business implementation, value, maintenance and operations, and data and information architecture. 
Health services are encouraged to use the AI Maturity Checklist to inform implementation planning, identify capability gaps, and guide investment and workforce development priorities. The checklist may also support decisions about the appropriate pace, scale, and risk profile of AI adoption, including whether additional governance, capability building, or support arrangements are required prior to implementation.
The AI Maturity Checklist and supporting guidance are made available to VPHS through the Department of Health.
Workforce training 
A lack of workforce capability is a recognised risk to the safe, effective, and ethical use of AI in healthcare. Training is therefore a core element of AI governance and should be proportionate to the risk, complexity, and context in which AI solutions are used.
Health services should ensure that staff who design, deploy, approve, or use AI solutions have the appropriate knowledge and skills to do so safely. Training should address not only how an AI solution operates, but also its limitations, risks, and the responsibilities that remain with human decision‑makers.
At a minimum, health services should implement a tiered approach to workforce capability:
Foundational capability (all staff):
Provide baseline education on AI concepts, benefits, risks, and limitations.
Reinforce expectations regarding appropriate use, accountability, data handling, and professional judgement.
Promote awareness of automation bias and other relevant cognitive biases (such as recency or confirmation bias) and reinforce the requirement for critical professional judgement.
Role-specific capability (staff using or overseeing AI):
Ensure staff who directly use AI solutions receive training specific to the tool, including intended purpose, benefits, limitations, and escalation pathways.
Provide targeted education for clinical, managerial, and technical roles covering clinical safety, ethical considerations, and governance requirements.
Monitor completion of role‑appropriate training and mandate training where AI use is part of a staff member’s duties.
Advanced capability (high‑risk or clinical AI):
Where AI solutions are used in clinical decision‑making or other high‑risk contexts, ensure additional training is provided on human‑in‑the‑loop decision‑making, uncertainty management, and local clinical governance requirements.
Align training expectations with credentialing, supervision, and scope‑of‑practice arrangements where applicable.
Health services are encouraged to provide ongoing education and refresher training as AI solutions evolve.
Additional Information
For additional guidance and support health services should refer to existing authoritative resources, including those developed by the Australian Commission on Safety and Quality in Health[footnoteRef:8] and Australian Health Practitioner Regulation Agency[footnoteRef:9].  [8:  <https://www.safetyandquality.gov.au/our-work/e-health-safety/artificial-intelligence>]  [9:  <https://www.ahpra.gov.au/Resources/Artificial-Intelligence-in-healthcare.aspx>] 

Profession‑specific guidance should also be used where available, including materials from:
Royal Australian College of General Practitioners (RACGP)[footnoteRef:10]. [10:  <https://www.racgp.org.au/running-a-practice/technology/artificial-intelligence-ai/conversational-artificial-intelligence> ] 

Health Information Management Association of Australia[footnoteRef:11]. [11:  <https://www.himaa.org.au/public/169/files/Website%20Document/Files/Australian%20Clinical%20Coding%20AI%20Adoption%20Guideline%20V1_0%20June%202025.pdf>] 

Royal College of Pathologists Australia[footnoteRef:12]. [12:  <https://www.rcpa.edu.au/getattachment/48d20397-9a31-4507-a071-c2ad8939defc/Artificial-Intelligence-in-Pathology.aspx>] 

In addition, the Department of Government Services (DGS) leads the Whole of Victorian Government AI assurance. Resources available to health services include: 
DGS Generative AI Guidance[footnoteRef:13] [13:  <https://www.vic.gov.au/guidance-safe-responsible-use-gen-ai-vps>] 
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Appendix 1 – Triage Assessment Criteria
The questions below are designed to support an early‑stage decision on whether a proposed AI solution should be progressed for further assessment. The questions should be answered sequentially to clarify the problem being addressed, the expected value, and whether the health service has sufficient organisational, financial, and technical readiness to proceed.
	Question 
	Assessment Criteria
	Answer No
	Answer Yes

	1
	Is there a clearly defined problem or decision that the AI solution is intended to address?
Is the problem concrete, observable, and owned by a specific business or clinical area?
Would this problem still require resolution if the AI solution did not exist?
	If no, do not proceed
	If yes, continue to question 2

	2
	Is there a plausible and timely benefit that justifies governance effort?
Is the expected benefit specific and measurable (clinical, operational, safety, or efficiency)?
Is the benefit expected within a reasonable timeframe (e.g., pilot or early implementation phase), rather than being purely aspirational?
	If no, do not proceed
	If yes, continue to question 3

	3
	Is the investment required to support the proposal affordable and justified for the health service?
Is there robust evidence that, upon implementation, the AI solution will be save costs within a reasonable period; or, where cost savings are not expected,
Is the investment in the AI justified by clearly defined and measurable clinical, operational, or system‑level benefits?
	If no, do not proceed 
	If yes, continue to question 4

	4
	Can the use case be delivered within the organisation’s current or planned capabilities and priorities?
· Are the required data, systems and workforce available or planned?
· Does the use case align with current organisational strategic and operational priorities?
	If no, do not proceed 
	If yes, continue to question 5

	5
	Is there executive sponsor/ownership and an organisational supported willingness to change practice?
Is there a clearly identified executive or clinical owner accountable for the use case?
Is there realistic intent to change workflows, policies, or behaviours if the AI solution is adopted?
	If no, pause until ownership is established
	If yes, continue to risk assessment (appendix 2)  


Appendix 2 – Risk Assessment
This framework is designed to identify characteristics of an AI solution that may increase risk, complexity, or potential impact within a Victorian public health service context. Responses to the questions below are intended to inform the scope, depth, and focus of governance activities required prior to implementation, rather than to prescribe a single or uniform governance pathway.
How to apply this framework:
Questions should be answered Yes / No / Unsure based on the intended local use of the AI solution. 
Responses should be considered collectively and in context, rather than as a single determinative threshold. 
“Unsure” responses should prompt early consultation with relevant governance functions (e.g., clinical governance, privacy, cyber security, data governance, legal, digital health). 
Where responses indicate higher potential risk or impact, health services should apply enhanced governance activities, including considering the use of the Digital Health CRC AI Governance Review Checklist.
	Question
	Why this matters

	1) Does the AI solution meet the TGA's definition of Software as a Medical Device (SaMD)?
	AI solutions with a medical purpose have additional regulatory, clinical safety, and assurance considerations that may warrant enhanced governance evaluation.

	2) Does the AI use case directly support or perform a clinical task related to the diagnosis, treatment, or monitoring of a patient's health?
	AI that materially influences clinical decisions may introduce patient safety risks and requires appropriate clinical oversight, patient consent, workforce training, and clarity around human decision‑making and accountability.

	3) Will the AI solution automate a decision that was previously made by a human and that has a meaningful impact on a patient, staff member, or process?
	Automation increases the risk of error propagation and may reduce opportunities for human judgement. Governance controls should address human‑in‑the‑loop design, consent, override and contestability mechanisms, escalation pathways, and continuity arrangements if the AI solution is unavailable.

	4) Will the AI solution interact directly with patients or members of the public?
	Direct interaction increases risks related to safety, accessibility, equity, misinformation, and transparency. Governance considerations may include consumer communication, labelling of AI‑generated outputs, accessibility requirements, and complaints or redress mechanisms.

	5) Does the AI solution access, process, or store patient health information in a way that introduces new or non‑standard data flows, data sharing arrangements, overseas processing, or secondary use (such as model training or retraining) beyond established clinical systems?
	Novel data handling arrangements may trigger additional privacy, information security, and contractual controls, including Privacy Impact Assessments, data residency considerations, and restrictions on secondary data use. For example, requirements relating to Indigenous data governance where Aboriginal data is involved can prompt sensitivities relating to cultural safety.

	6) Is the AI solution adaptive, self‑updating, or subject to ongoing retraining or updates that could materially affect its performance or behaviour once deployed?
	While all AI solutions require ongoing monitoring, adaptive or self‑updating systems can change their behaviour or performance over time without explicit user action. This increases the risk of performance drift, unintended use, or misalignment with the conditions under which the AI was originally assessed, and requires defined processes for change control, re‑validation, and governance re‑assessment when material changes occur.
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